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Abstract
Recent studies have documented substantial variability among typical listeners in how
gradiently they categorize speech sounds, and this variability in categorization gradience may
link to how listeners weight different cues in the incoming signal. The present study tested
the relationship between categorization gradience and cue weighting across two sets of
English contrasts, each varying orthogonally in two acoustic dimensions. Participants
performed a four-alternative forced-choice identification task in a visual world paradigm
while their eye movements were monitored. We found that (i) greater categorization
gradience derived from behavioral identification responses correspond to larger secondary
cue weights derived from eye movements; (ii) the relationship between categorization
gradience and secondary cue weighting is observed across cues and contrasts, suggesting that
categorization gradience may be a consistent within-individual property in speech perception;
(iii) listeners who showed greater categorization gradience tend to adopt a buffered
processing strategy especially when cues arrive asynchronously in time.

Introduction
Categorizing sounds and images is an essential cognitive skill that allows us to function
efficiently in daily lives. One such example is speech categorization. Speech varies along
multiple acoustic dimensions that are continuous and highly variable, from which listeners
extract linguistically relevant information that serves as the basis to recognize words. The
reductionistic view of categorization suggests that our perceptual system transforms
continuous signals into discrete categories (e.g., phonemes and words), such that continuous
details are lost in favor of discrete, categorical representations (Goldstone & Hendrickson,
2010). Recent studies have documented substantial variability among neurotypical listeners
in how categorically/gradiently they categorize speech sounds (Kapnoula, Winn, Kong,
Edwards, & McMurray, 2017; Kong & Edwards, 2016). That is, individuals vary in how
likely they entertain competing response options as the category label across a continuously
varying series of speech signal; an increased likelihood of assigning labels to competing
categories results in a more gradient response pattern. Variability in categorization gradience
is likely related to how listeners weigh different acoustic dimensions in the signal (Kapnoula
et al., 2017). However, little is known regarding the extent and etiology of this individual
variability. The present study aims to examine the source and pervasiveness of individual
variability in categorization gradience by asking whether such variability relates to individual
differences in real-time processing of phonetic cues during spoken word recognition and
whether it extends across phonetic contrasts and cues.
In speech, a given category is often defined by multiple cues within the acoustic
signal. For example, the distinction between voiced and voiceless consonants in English (e.g.
back vs. pack) can be conveyed by as many as sixteen different cues (Lisker, 1986),
including voice onset time (VOT, the time lapse between the release of the stop closure and
the onset of voicing in the following vowel) and fundamental frequency (F0) at the onset of
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voicing (Haggard, Ambler, & Callow, 1970; Massaro & Cohen, 1976). However, not all cues
are equal. Some acoustic dimensions (often called primary cues) more reliably signal speech
category identity, whereas other dimensions (the so-called secondary cues) are less robust. As
a result, listeners are found to weigh each of these dimensions differentially during
categorization. For instance, native English-speaking listeners generally rely more on VOT
than F0 when distinguishing between voicing contrasts (Francis, Kaganovich, & DriscollHuber, 2008; Gordon, Eberhardt, & Rueckl, 1993), suggesting that VOT carries more
perceptual weight than F0.
The relative weighting between cues is however not uniform across listeners
(Kapnoula et al., 2017; Kong & Edwards, 2016). Prior experience such as L1 background
(Escudero & Boersma, 2004; Schertz, Cho, Lotto, & Warner, 2015) or L2 exposure (Lev-Ari
& Peperkamp, 2016) plays an important role in modulating how primary and secondary cues
are weighted across individuals. Even if listeners consistently weighted VOT more than F0
for the stop initial voicing contrasts in English, significant individual variations were still
observed in the use of F0 (Kong & Edwards, 2016). Individual variability in cue weighting
has been linked to categorization gradience, such that listeners who exhibited a more gradient
categorization (i.e. an increased likelihood of assigning labels to competing categories) are
more likely to integrate secondary cues (Kapnoula et al., 2017). However, this positive
relationship between the two aspects of speech perception does not seem to hold for all
secondary cues. For example, while Vowel Duration has been found to be a relevant cue for
word-initial stop (Toscano & McMurray, 2012), the weighting of Vowel Duration does not
correlate with categorization gradience of stop voicing (Kapnoula, 2016) and temporal
proximity between cues was taken to be the reason behind the variable relationships between
cues. That is, for example, VOT and F0 unfold in close proximity since the F0 information
follows immediately after the VOT interval while VOT and Vowel Duration are much more
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temporally separated since the Vowel Duration information only becomes fully available
after the listener hears the full vowel. Alternatively, the lack of relationship between
categorization gradience and the weighting of Vowel Duration in Kapnoula (2016) may be
due to Vowel Duration being less robust in signaling voicing contrast in the initial position as
compared to F0. While F0 has been consistently documented as a secondary cue for initial
voicing contrast (Abramson & Lisker, 1985; Francis et al., 2008; Idemaru & Holt, 2011),
Vowel Duration is reported to be more robust for identifying voicing in coda position
(Castleman & Diehl, 1996; Hillenbrand, Ingrisano, Smith, & Flege, 1984; Raphael, Dorman,
& Libeman, 1980). This study aims to further elucidate the nature of individual variation in
the relationship between cue weighting and categorization gradience by looking at whether
the link between the two generalizes across cues and contrasts. To this end, we employed two
phonological contrasts in English — VOT and F0 for onset voicing identification (/b/~/p/),
and Formants and Vowel Duration for tense-lax vowel identification (/i/~/ɪ/; Gordon et al.,
1993; Hillenbrand, Clark, & Houde, 2000; Kondaurova & Francis, 2008; Reinisch & Sjerps,
2013). The temporal relationship between the primary and secondary cue differs between the
two contrasts. Specifically, the Formants and Vowel Duration are more temporally separated
in time as compared to VOT and F0 since the Vowel Duration information is not available
until the end of the vowel even though the vowel formant information is available at the
vowel onset.
If there is indeed a general correlation between cue weighting and categorization
gradience across cues and contrasts, and in fact one previous study from Clayards (2018) has
argued this to be the case, it would indicate that cue weighting strategies are consistent within
individuals and not tied to particular dimensions. It is possible that variability in cueweighting patterns across individuals could potentially stem from inherently different
processing styles when individuals take in information from the speech input. For example,
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when perceiving a speech signal, some individuals could adopt a buffered strategy, storing
acoustic cues in a memory buffer until they have access to all or most of the relevant cues, at
which point they begin activating higher level representations like phonemes and words
(Galle, Klein-Packard, Schreiber, & McMurray, 2019). A buffer strategy may allow listeners
to attend to all available acoustic details, and thus are better able to integrate multiple cues.
Alternatively, some listeners may adopt a continuous cascading strategy in which relevant
acoustic cues are used as soon as they become available (McMurray, Aslin, Tanenhaus,
Spivey, & Subik, 2008; Toscano & McMurray, 2012). These listeners tend to rely on the
most reliable cue to quickly extract signal to be passed to the next level of processing, instead
of waiting until all information is available. To capture the individual differences in
processing strategies would require a nuanced look at the time course of information intake.
In this study, we took advantage of the visual world paradigm (VWP) to measure speech
processing as it is ongoing. Previous work on cue weighting typically employs a forcedchoice identification task (e.g., Escudero & Boersma, 2004; Schertz, Cho, Lotto, & Warner,
2016), and cue weighting is measured by how much each cue contributes to the identification
response and is therefore based on a measure at the end of the processing. In VWP,
participants identify spoken words by clicking on the referent from a set of four pictures
while their eye movements are monitored as a measure of how strongly they are considering
each word. The eye-movement data allows us to investigate the influence of VOT/Formants
and F0/Vowel Duration at each time point, and to determine whether each cue is used as soon
as it arrived or whether decisions are delayed until both cues are available. These online
measures of cue weights thus complement previous studies by providing the dynamic buildup of each cue effect during the time course of perception before a decision is made.
Moreover, cue weights and categorization gradience can be estimated separately from eye
movements and behavioral responses. The vowel contrast, in which the two cues, Formants
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and Vowel Duration arrive asynchronously in time, is particularly pertinent in capturing
individual differences in cue weighting strategies. Continuous cascade model predicts
asynchronous effects of each cue on lexical activation, as words can be activated by the first
cue (i.e. Formants) without waiting for the second (i.e. Vowel Duration). In contrast, a buffer
model predicts that the effects of the formant cues are delayed until the vowel duration
information arrives, leading to synchronous lexical activation effects. Thus, the degree of
cue-effect-asynchrony between the influence of Formants and Vowel Duration cues on
lexical activation can serve as an index of individual differences in cue weighting strategy; a
large cue-effect-asynchrony points to a cascade processing strategy while small to null cueeffect-asynchrony suggests a buffer strategy.
The present study examines whether and how individual differences in categorization
can be predicted by differences in online processing of phonetic cues. The online measures of
cue weights were used to correlate with individuals’ categorization gradience derived from a
logistic function fitted to each subject’s behavioral responses. Based on previous findings that
gradient listeners are better at integrating secondary cues (Kapnoula et al., 2017; Kong &
Edwards, 2016), we expect that listeners with more gradient categorization exhibit larger
weighting of secondary cues, which might be driven by a more delayed processing of the
primary cues relative to the secondary (i.e. a reduced cue-effect-asynchrony), as compared to
categorical listeners. Moreover, it is expected that the link between individual variation in
categorization gradience and secondary cue weighting would be observed across contrasts
and cues that have very different temporal relationship with each other. To the extent this is
true, such findings would suggest that gradience is a within-individual property in speech
perception, likely due to consistent cue weighting strategies.
Method
Design
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Participants performed a 4-AFC picture identification task. The task used five minimal pairs
differing in voicing (/b/ vs. /p/: back/pack, bet/pet, bump/pump, bot/pot, and beach/peach),
and five differing in vowel (/i/ vs. /ɪ/: sheep/ship, heap/hip, sleep/slip, cheap/chip, and
leap/lip). A voicing continuum (varying along five-step VOT by five-step F0)1 and a vowel
continuum (five-step Formants values by five-step Vowel Duration) were created for each
/b/-/p/ and /i/-/ɪ/ pair, respectively. Each /b/-/p/ pair was randomly paired with a /i/-/ɪ/ pair on
each trial, making a quadruplet (e.g. back-pack, sheep-ship). Thus, a vowel pair served as
unrelated foils on voicing trials, and vice versa. Each combination of the sound contrast (2),
lexical item (5), primary cue (5), and secondary cue (5) was repeated four times over four
separate blocks, yielding a total of 1000 trials.
Participants
Fifty subjects (22 males; mean age = 22.3 years) participated in this experiment. They were
recruited from the local university community and either received course credits or monetary
compensation. All were native English speakers with normal hearing and normal (or
corrected-to-normal) vision. Experimental procedures were approved by the Social and
Behavioral Science Institutional Review Board at the University of Chicago and informed
consents were obtained from all participants.
Stimuli
The voicing continuum was created following Andruski, Blumstein, & Burton (1994). The
onset of a /b/-syllable produced by a native speaker of American English was progressively
replaced with equivalently long portions of onset aspiration from natural /p/-production in 10
ms increments from the onsets (bound at the zero-crossing) to create the VOT continuum

1

Note that by varying each dimension orthogonally, the cue correlations in some of the stimuli may deviate
from the long-term regularities in English. For instance, the long-term correlation between VOT and F0 in
word-initial voicing in English is that, longer VOT is associated with higher F0. Despite the distributional
regularities in how acoustic dimensions related to one another in defining a phonetic category, how a particular
dimension is used in relation to another dimension varies quite a lot in natural speech as a function of dialect,
accent, and speaker idiosyncrasies.

-6-

ranging from 10 ms to 50 ms. The F0 contour of each vowel was manipulated using the pitch
synchronous overlap-add (PSOLA) method in Praat. The F0 onset varied from 100 Hz to 180
Hz in 2.5 semitone increments (the two endpoints approximately 10 semitones apart). The F0
contour rose and fell from onset frequency linearly to 133.48 Hz (approximately 5 semitones
from 100 Hz or 180 Hz) at 50 ms of the vowel and remained at 133.48 Hz for the rest of the
steady-state portion of the vowel. Each of the five F0 levels was fully crossed with each of
the five VOT levels to make 25 stimuli (see Appendix A for values at each step).
Parameters of the vowel continuum was set with reference to those of Gordon et al.
(1993). The formant continuum was constructed by varying the center frequencies of the first
three formants in equal steps from /i/ to /ɪ/ (see Appendix A). The fourth and fifth formants
were held constant at 3500 and 4500 Hz, respectively. The duration of each vowel varied
from 60 ms to 300 ms in 60 ms increments, with rise and decay times set at 1/6 of the vowel
duration. Stimuli were created using a Klatt style synthesizer implemented in Matlab. All
tokens from the voicing and vowel continuum were normalized to a mean amplitude of 70
dB. All stimuli are available at https://osf.io/tr9fu/.
The visual stimuli were clipart images depicting each lexical item. Images were either
acquired from the free online clipart database, or through the Google Image search engine.
The arrangements of the images in a quadruplet was randomized such that, for a given token
e.g. a given VOT and F0, each relative arrangement of /b/-/p/ items (adjacent horizontally,
vertically, or diagonally) occurred equally often.
Procedure
Participants were tested individually in a sound-attenuated room. Participants sat about 60 cm
away from the stimulus monitor and their eye-movements were recorded with a Tobii T120
eye-tracker. Auditory stimuli were presented through headphones (Sennheiser HD570). The
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eye-tracker was calibrated using the standard 9-point calibration, then participants began the
experiment. The experiment was run using E-prime.
To ensure that participants would correctly identify the images used in the
experiment, they first performed a picture familiarization task in which they viewed each
image along with its orthographic label, and were asked to briefly explain how each image
depicted its corresponding word. Participants were then asked to name the image aloud
without orthographic labels presented.
At the start of the experimental session, five practice trials were presented to
familiarize participants with the trial procedure. During each trial, four images (see
https://osf.io/tr9fu/ for an illustration of the trial structure) appeared in each quadrant of a 17in. monitor with a fixation cross in the center. After 500 ms, a red rectangle appeared cueing
the participant to click on it to start the auditory stimuli. This allowed the participant to
briefly look at the pictures before hearing anything, thus minimizing eye movements due to
visual search. As soon as participants clicked on the red rectangle, the red rectangle
disappeared and an auditory stimulus was played. Participants clicked on the corresponding
picture of the auditory word, and the trial ended after selection. There was no time limit on
the trials, however, participants typically responded in less than 2000 ms (M = 1565.38 ms,
SD = 385.22 ms).
Results
Analyses of behavioral responses.
To examine each participant’s categorization pattern, a rotated logistic function was fitted to
each subject’s click responses using a Matlab package (McMurray, 2017) to derive an overall
slope as a measure of categorization gradience (following Kapnoula et al., 2017). The rotated
logistic function allows a two-dimensional estimate of the slope, with shallower slopes
indicating more gradient responses. Briefly, this function first identifies a diagonal boundary
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in a two-dimensional space which can be represented by a line with a certain cross-over point
at the x-axis (the primary cue) with an angle. Once the angle of the boundary is identified, the
coordinate space is rotated to be orthogonal to this boundary then the slope of the response
function is estimated which is perpendicular to the boundary. Because the distribution of raw
categorization slopes was positively skewed, we log-transformed values for analysis.
Fig. 1A and Fig. 1B show group response patterns across each pair of cues for the
voicing and vowel contrast respectively. Each cell represents one stimulus, with darker cells
representing a larger proportion of responses for a given category. Visual inspection suggests
that the categorization responses changed more gradiently across cue levels in the vowel
contrast than in the voicing contrast, as confirmed by a significant effect of contrast [b = - .5,
SE = .053, t = -9.85, p < .001]. Moreover, a positive correlation was observed for the
categorization gradience indices between the two sound contrasts (r = .41, p = .002, Fig. 1C),
suggesting that individual’s categorization gradience is consistent across different contrasts.

Fig. 1. A. Heat plots of listeners’ categorization of each token from the voicing continuum.
Each cell represents one stimulus from the continuum, and the darkness of the cell represents
the percentage responses for /b/-objects, with darker the cell the higher percentage of /b/
responses. B. Heat plots of listeners’ categorization of each token from the vowel continuum.
X-axis shows F1 values only for an illustration. Darker cell represents higher percentage of /i/
responses. C. Scatterplots of identification slope values between vowel and voicing contrast.

-9-

Dotted lines indicate linear function between the two measures with shaded regions showing
95% confidence interval. See the online article for the color version of this figure.
Analyses of eye-movements.
Eye movements were recorded from the onset of the auditory stimulus until the
participants’ response (selection of a picture) at a sampling rate of 60 Hz. This resulted in a
variable trial offset time, depending on the individual response time. As in many prior studies
(Allopenna, Magnuson, & Tanenhaus, 1998; Kapnoula & Samuel, 2019; McMurray,
Tanenhaus, & Aslin, 2002), we set a fixed trial duration of 2000 ms. If a trial ended before
this point, we extended the last eye fixation; trials longer than 2000 ms were truncated. This
is based on the assumption that the participants’ last fixations reflect the word they settled on,
and therefore should be interpreted as an approximation of the final state of the processing
system.
We computed the average proportion of looks directed to /b/ objects as a function of
VOT and F0 (Fig. 2A), and to the /i/ objects as a function of Formants and Vowel Duration
(Fig. 2B). Next, the effect of each cue was determined from looks to /b/ and looks to /i/.
Specifically, for each participant’s time-course of looks, we computed linear regressions at
each time point with the proportion of looks to /b/ as the dependent variable and VOT and F0
values as fixed factors, and the coefficients were extracted as a measure of the sizes of the
VOT and F0 effect (following McMurray et al., 2008). The interaction between the two cues
was not included in the models, because we aimed to obtain a single quantification for each
cue’s weight. Word-pair was not included in the random effect structure due to relatively
small number of items and adding a random intercept/slope of items did not significantly
improve model fit. This was similarly done for Formants and Vowel Duration in the vowel
contrast. The results of this procedure are illustrated in Fig. 3AB, with three vertical dotted
lines demarcating the onset (adjusted for the 200 ms oculomotor-planning delay), averaged
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offset of the auditory stimuli (246 ms for voicing and 309 ms for vowel contrast), and
averaged response time (1402 ms for voicing and 1759 ms for vowel contrast).

Fig. 2. A. Percentage of looks to /b/ objects across time. Each VOT step is shown in separate
plots, with lines of different colors indicating five F0 steps in each plot. B. Percentage of
looks to /i/ objects across time. Each Formant step is shown in separate plots, with lines of
different colors indicating five Vowel Duration steps in each plot. Time point 0 marks onset
of the auditory stimulus. Shaded regions indicate standard error of the mean. See the online
article for the color version of this figure.
Raw effect sizes.
The raw effect size of each cue (Fig. 3AB) was used to test whether and how
categorization gradience was related to cue weights for both contrasts. To assess the
differences in the dynamic build-up of each cue effect, we evaluated the time-courses using a
nonlinear curve-fitting approach (Farris-Trimble & McMurray, 2013; Seedorff, Oleson, &
McMurray, 2018) as implemented in the bdots package in R. We fitted a four-parameter
logistic function to the raw effect size of each cue as a function of time – (1) baseline and (2)
peak of the curve (i.e. minimum and maximum effect respectively), (3) the slope reflects the
speed with which the effect grows in time, and (4) the cross-over corresponds to the point in
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time when the effect crosses from the lower half of the range to the higher half of the range.
Overall fits were good (voicing: average R2 = .899; vowel: average R2 = .947). The
maximum, slope and cross-over parameters were extracted for each cue, and submitted to
linear mixed-effects models to examine whether and how individual differences in
categorization gradience can be predicted by online processing of phonetic cues. Two models
were built, one for the voicing and the other for the vowel contrast. With identification slope
as the dependent variable, both models included six predictors (three curve-fitting parameters
× two cues) and random intercepts for participants. In both models, only maximum effect of
the secondary cues emerged as significant predictors (maximum F0 effect in the voicing
contrast [β = - .76, t = -3.77 , p < .001], and maximum Vowel Duration effect in the vowel
contrast [β = - .80, t = -3.89, p < .001]), and none of the other predictors emerged as
significant (see Appendix B for full model tables). Specifically, larger secondary cue weights
associated with shallower slope of individual’s identification curve (i.e. more gradient
categorization) across two phonological contrasts (Fig. 4AB).
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Fig. 3. A. Time-course of raw effect size for VOT and F0 in the voicing contrast. B. Raw
effect size for Formants and Vowel Duration (VD) in the vowel contrast. C. Normalized
effect size for VOT and F0 in the voicing contrast. D. Normalized effect size for Formants
and Vowel Duration (VD) in the vowel contrast. Vertical dotted lines demarcate stimulus
onset (corrected for 200 ms oculomotor delay), average stimulus offset, and average response
time respectively. Shaded regions indicate standard error of the mean. See the online article
for the color version of this figure.
Scaled effect sizes.
As described in the introduction, individual differences in categorization may result
from inherently different processing styles/strategies when listeners take in information from
the speech input. Given that the raw effect sizes of the primary and secondary cues were of
different scales, we rescaled the effect sizes such that 1 was the maximum size (within an
effect) and 0 represents no effect (Fig. 3CD), to compare the timing of each cue effect. The
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scaled effect-size curves were then fitted with the four-parameter logistic function to estimate
the cross-over points. Overall fits were good (voicing: average R2 = .896; vowel: average R2
= .916). As expected, the average cross-over point for VOT (606 ms) and F0 (615 ms)
appeared close in time, whereas the effect of Vowel Duration occurred (732 ms) later than
that of Formants (610 ms) in the vowel contrast. When processing asynchronous cues such as
the Vowel Duration and Formants in the vowel contrast, listeners may adopt different
strategies: the buffered listeners are expected to show less cue-effect onset differences;
whereas the cascading listeners may use cues as soon as they arrive resulting in larger cueeffect onset differences. Taking the cross-over point as a proxy of the onset of cue effect
(Galle et al., 2019), we computed the onset differences between the primary and secondary
cues within each contrast. The onset differences were then used to correlate with individual
differences in identification slopes in each phonological contrast. We observed a significant
correlation between onset differences and vowel identification (r = .35, p = .014), with higher
slope values (i.e. more categorical perception) associated with larger between-cue onset
differences (Fig. 4C). A similar correspondence between onset difference and identification
slope was however not observed for the voicing contrast (r = - .19, p = .17). Listeners with
more categorical perception not only pay less attention to the secondary cue, they also engage
more in cascade processing – relying on the relevant cues as soon as they arrive to quickly
activate lexical processing, instead of waiting until the end of the speech signal when all cue
information is available. This pattern is especially apparent when cues arrive asynchronously
in time.
The interpretation that buffered listeners delayed lexical activation until all
information is available was further supported by a negative correlation between
identification reaction time and categorization gradience in the vowel contrast (r = - .40, p
= .003). That is, the gradient listeners tend to respond slower than the categorical listeners.
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Collectively, the present findings suggest that categorization is primarily driven by
whether listeners rely on the first available and most relevant cue or integrate multiple cues in
the signal, and the multiple cue integration may be facilitated by a delayed processing
strategy, especially when cues arrive asynchronously in time.

Fig. 4. A. Scatterplots between maximum F0 effect and slope of the identification curve
(larger slope values correspond to less gradient categorization) in voicing contrast; B.
Scatterplots between maximum Vowel Duration (VD) effect and identification slope in vowel
contrast. C. Scatterplots between cross-over differences (cue-effect-asynchrony in ms) and
the identification slope in voicing contrast. Dotted lines indicate linear function between the
two measures with shaded regions showing 95% confidence interval.
Discussion and conclusion
The present study investigated the relationship between individual differences in
categorization gradience and cue weighting by measuring listeners’ eye movements while
categorizing two sets of English contrasts each varying orthogonally in two acoustic
dimensions. We found that secondary cue weighting, derived from eye movements, affects
how gradiently they categorize speech sounds as indicated by the probability distribution of
their final behavioral responses. Greater categorization gradience are associated with larger
secondary cue weights. Furthermore, when there was a delay between the primary and
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secondary cue, we found that listeners who show greater categorization gradience tend to
adopt a buffered processing strategy. Finally, the relationship between the categorization
gradience and secondary cue weighting is observed across different types of cues and
contrasts, suggesting that categorization gradience and cue weighting may be consistent
speech processing properties of the individual, even if the specific magnitudes might differ
across contrasts.
Our findings of the relationship between the weighting of the secondary cue, F0, and
categorization gradience of voicing contrasts are consistent with previous studies (Kapnoula
et al., 2017; Kong & Edwards, 2016) in that listeners with more categorization gradience
showed greater use of F0 when distinguishing between voiced and voiceless initial stops.
Moreover, secondary cue weighting may be a general processing trait of listeners as gradient
listeners, in general, show greater use of F0 cue across different VOT conditions than
categorical listeners. That being said, phonetic context still plays a role in modulating
secondary cue use. Across all listeners, we found that interactions between primary and
secondary cues significantly influenced behavioral responses in both contrasts [voicing: β = 4.51, z = -6.96, p < .001; vowel: β = - .69, z = -2.14, p = .033]. For instance, we observed that
the weighting of the Vowel Duration cue was boosted when the informativity and
discriminability of the Formant cue is reduced (third panel of Fig. 2B) compared to when
Formant cue is less ambiguous (last panel of Fig. 2B). The ability to integrate multiple cues
may allow listeners to make use of all available information, which linearizes the
identification slopes (a metric of categorization gradience) and promotes the acceptance of
the competing categories in categorization decision. Alternatively, it is also possible that
listeners who tend to be less dichotomous in categorizing are more sensitive to fine-grained
details in the speech signal, permitting better integration of multiple cues. These two
mechanisms cannot be distinguished in this study given that the results are correlational. The
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present findings nonetheless add to the empirical evidence for such a relationship by
demonstrating that the link between the two dimensions of speech categorization generalizes
to a different set of cues (Formants and Vowel Duration) and a different phonological
contrast (tense-lax vowel).
In this study, higher secondary cue Vowel Duration weighting is associated with more
gradient categorization in the vowel contrast. Previous study had failed to find a significant
correlation between categorization gradience and secondary cue use with VOT and Vowel
Duration as the primary and secondary cue for word-initial voicing contrast, and proposed
that such a link may not hold for all secondary cues presumably due to the temporal
separation between the two cues (Kapnoula, 2016). In this study, we observed a significant
association between Vowel Duration weighting and categorization gradience (Fig. 4B), even
though the Vowel Duration is temporally separated with Formants and becomes available
later in time. This finding suggests that listeners’ weighting of secondary cues is not
constrained by temporal proximity between the primary and secondary cue per se. The larger
perceptual weights given to Vowel Duration might explain the greater categorization
gradience of the vowel contrast as compared to the voicing contrast. Different phonological
contrasts differ in the degree to which they are perceived categorically; perception of stop
consonants is strongly categorical (Liberman, Harris, Hoffman, & Griffith, 1957), while
vowel perception is more continuous (Fry, Abramson, Eimas, & Liberman, 1962). Various
mechanisms have been proposed to explain these differences, such as the way each type of
sound is stored in memory (Pisoni, 1973, 1975), or innate auditory discontinuity that
underlies stop consonant perception (Holt, Lotto, & Diehl, 2004). The present study provides
additional support to the differing categorical effects in consonant and vowel perception by
demonstrating that the degree to which vowels and consonants are perceived categorically
might be explained by how cues unfold temporally and how they are weighted during
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perception. The larger cue weight of Vowel Duration may be due to its relatively higher
reliability in the signal as compared to F0 in the voicing contrast. Cue reliability has been
suggested to modulate how a particular cue is weighted in a phonological contrast (Toscano
& McMurray, 2010). It is likely that the influence of the preceding consonantal context on
formant transition might cause listeners to not rely solely on the formant cue but also pay
attention to the temporal dimension of the vowels to more reliably differentiate between tense
and lax vowels.
In addition to statistical characteristics of the input signal, the current findings suggest
that cue weighting is also contingent on different processing strategies across individuals. We
find that individual differences in the time-course of how cues are used contribute to
variability in categorization gradience, and such a link is more apparent when the two cues
are temporally asynchronous (i.e. significant correlation between categorization gradience
and cross-over differences was observed in the vowel context, but not in the voicing context).
Specifically, using the degree of cue-effect-asynchrony as an index of individual differences
in cue integration strategy, we observe that listeners who pay attention to more than one cue
tend to adopt a buffer strategy (i.e. reduced cue-effect asynchrony). In other words, a delayed
reaction to the early-arriving cue until all relevant cues are available may facilitate the
integration of multiple cues in the signal. Previous empirical investigations of how cues are
integrated during perception usually focused on determining which dimensions are weighted
more strongly than others across participants, with an implicit assumption that cue weighting
strategies primarily reflect distribution/reliability of cues in the acoustic structures (Holt &
Lotto, 2006; Holt, Lotto, & Kluender, 2001). To the extent a difference in cue
weighting/processing strategy is observed, they are observed across different contrasts and
across participants. For example, continuous cascading has been shown with stop consonants
(McMurray et al., 2008; Toscano & McMurray, 2012) and vowels (Reinisch & Sjerps, 2013),
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while a buffer strategy for sibilant fricatives (Galle et al., 2019). Our study, on the other hand,
suggest that cue weighting reflects a combination of the acoustic input characteristics and the
perceptual strategy adopted by the individual. More importantly, within a given contrast,
there are individual differences that resemble differences between cascade and buffer
strategies. For instance, even if an acoustic dimension such as VOT is statistically reliable in
voicing distinction, for some listeners, the optimal strategy involves incorporating the
secondary F0 cue during processing while others rely on VOT exclusively. Conversely, while
formant information is not always reliable due to surrounding contextual influences, some
listeners nonetheless rely primarily on the formant cues alone as the optimal strategy for
identifying tense-lax vowels, while others opt for a strategy that allows them to take into
account the vowel duration information.
The significant correlation between secondary cue weighting and categorization
gradience across contrasts (Fig. 4AB), as well as the correlation between individual
differences in voicing and vowel categorization gradience (Fig. 3C) indicate that
categorization gradience is a consistent property of individuals in speech perception. These
findings echo the results in (Clayards, 2018), which reported significant correlations across
four different contrasts in terms of their primary cue and secondary cue weights. Because cue
weights in that study were derived from the coefficients of logistic functions fitted to the
behavior responses in a series of 2-AFC tasks, the weights were also measures of
categorization gradience, albeit an incomplete one since they reflect the slope of the
identification curve of each cue independently. In this study, cue weights and categorization
gradience were estimated separately from eye movements and behavioral responses, and
categorization gradience were derived based on the effects from both cues using rotated
logistic functions, thus providing more direct evidence for a contrast-independent link
between individual differences in cue weighting and categorization gradience.
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The findings that categorization gradience might be an individual-specific speech
processing property raises new questions regarding how it might influence other speechrelated phenomena. For example, whether and how individual categorization gradience might
account for variation across different types of speech learning tasks (e.g., adaptation, novel
sound learning)? Does categorization gradience generalize across different domains (e.g.,
music, vision, sociolinguistic categorization)? More broadly, even though this study starts
from a fairly narrow issue in speech perception, it demonstrates potential mechanistic
variations by which information is processed before a decision is made, thus providing
important insights into how individual differences in categorization can be captured and
characterized in computational models, which are applicable across different fields in
cognitive sciences such as visual categorization (Palmeri & Gauthier, 2004), consumer choice
(Hawkins et al., 2014), and decision-making (Evans & Brown, 2017). Many categorization
models (e.g., Ashby & Maddox, 1993; Kruschke, 2008; Lee & Vanpaemel, 2008) typically
decompose their internal mechanisms into at least three key components: the perceptual
representation of an object, internal representations of categories, and a decision process that
determines the category membership based on the available evidence from mapping a
perceptual representation to internal category representations. While prior work has identified
the contributions of the quality of perceptual representation and the strength of the mapping
between perceptual and internal representations to variability in categorization (Ashby &
Maddox, 1993; Smits, Sereno, & Jongman, 2006), our data suggests that how subjects sample
evidence (cascade vs. buffer) from the environment may affect how they choose between
decision alternatives. Some combination of factors such as learning and experience, or innate
sensory sensitivity, could drive the differences in perceptual processing styles and perceptual
cue use. Further experimental investigations are needed to address these issues.
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Appendix A
Table A1. Cue parameters of the voicing and vowel continuum.
/b/-/p/ contrast

Step 1
Step 2
Step 3
Step 4
Step 5

/i/-/ɪ/ contrast

VOT
(ms)

F0 (Hz)

F1 (Hz)

F2 (Hz)

F3 (Hz)

10
20
30
40
50

100
115
133
154
180

270
296
322
348
374

2300
2243
2186
2129
2072

3019
2931
2843
2755
2667
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Vowel
Duration
(ms)
60
120
180
240
300

Appendix B
Table B1. Summary of the model for the voicing identification slope.
Predictor
VOT
Maximum

β

SE

t

p

-0.11

0.42

-0.25

0.80

Slope

-0.03

0.03

-1.08

0.28

Cross-over

0.08

0.16

0.53

0.59

F0
Maximum

-0.76

0.20

-3.77

< 0.001***

Slope

-0.01

0.01

-0.98

0.32

Cross-over 0.003
0.07
0.05
0.95
Note. VOT = Voice onset time; F0 = Fundamental frequency; Significance code: *** .001
Table B2. Summary of the model for the vowel identification slope.
Predictor
Formants
Maximum

β

SE

t

p

0.41

0.71

0.57

0.57

Slope

-0.01

0.03

-0.38

0.70

Cross-over

-0.21

0.21

-1.02

0.31

Maximum

0.80

0.21

-3.89

< 0.001***

Slope

0.01

0.008

1.94

0.06

VD

Cross-over 0.01
0.05
-0.25
0.80
Note. VD = Vowel Duration; Significance code: *** .001
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